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Abstract. In this work we present a method for data mining in multidimensional time series based in similarity queries. The proposed
method integrates a descriptor based on Coulomb’s law for the reduction of time series’ dimensionality, a system to perform similarity
searching in time series and also a module to generate association rules. Validation was performed by means of experiments with real data,
indicating that the proposed method broadens the mining process employing similarity queries and is well-suited for the meteorological
context.

Categories and Subject Descriptors: H.2.8 [ Database Applications]: Data mining; G.3 [Probability and Statistic]: Time series analysis;
H.3.1 [Content Analysis and Indexing]: Indexing methods
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1. INTRODUCTION

The academic community has shown a huge interest in time series methods and techniques. Time series are
sets of observations taken during time intervals. These sets of observations are generated by sensors that are
able to detect changes in the conditions of a given environment, and transmit the result at regular time intervals
as a measure or a control statement for a central management.

According to [Schluter and Conrad 2011] the discovery of special coherences, the understanding of certain
characteristics and the possibility of predicting future values of time series is of special interest for domains
like sleep data analysis and epilepsy seizure prediction, which has led to an extensive research in time series
analysis in the last decades. However, a major problem in working with time series is the level of complexity
that this kind of data involves. Time series have peculiar characteristics related to the behavior of the data that
difficult their manipulation and the extraction of patterns and rules. Thus, one of the great early challenges
to work with the analysis of temporal observations is the development of compact storage methods for series
that are truly representative of the collected information, that are easy to handle and that show a high level of
accuracy for knowledge extraction. In this context, there is a necessity of developing methods that are able to
query and mine all the potential present in the information available.

The purpose of time series data mining is to extract meaningful knowledge from the shape of data [Esling
and Agon 2012]. Since transactional data with temporal information can be regarded as a special case of
(multidimensional) time series, and since much research has been done in the field of time series association
rule mining, it is a natural consequence to carry these results and techniques to general time series analysis, as
long as they are adequate [Schluter and Conrad 2011].
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The objective of this work is to propose a novel system composed by a descriptor, a labeling technique and
the Apriori algorithm. The system is able to read time series data, and generate association rules from the time
series, based in similarity queries. In order to validate our method we performed experiments using time series
from the meteorological domain, showing the obtained rules.

This work is organized as follows. First, in Section 2 are presented the related work and background regard-
ing the main concepts necessary to understand our propose. In Section 3 our proposed method is described.
The experiments performed are detailed in Section 4. Finally, in Section 5 the conclusions of this work are
presented.

2. RELATED WORK AND BACKGROUND

The process of obtaining association rules from time series requires a complex set of tools to reduce the di-
mensionality of the data, find similar subsequences, apply specific techniques for data mining and thus obtain
intrinsic knowledge of the data. In this section, we discuss the concepts related to the implementation of the
proposed method and the main existing techniques of the literature.

2.1 Time Series analysis

A time series can be defined as an ordered sequence of observations [Wei 2006]. The index used to sort such
a sequence can be the time, space, depth, among others. Formally, an one-dimensional time series is a set of
observations {Y (t), t ε T}, where Y is the variable of interest and T is the index set. A multidimensional time
series Tm of length n is a sequence of m sets of real-value variables [Tanaka et al. 2005]. It can be represented
as Tm = (x11, ...,xm1), ...,(x1n, ...,xmn).

Time series can be classified into three basic types with respect to the range of observations [Wei 2006]: i)
discrete series, where the observations are generated at certain (generally regular) times T = {t1, t2, ..., tn}; ii)
continuous series, when the observations are continuous in time T = {t : t1 < t < t2}; and iii) multivariate,
present in several observations for the same time Y1(t), ...,Yk(t), (t ε T ).

Time series are considered complex data and thus there is no way to establish a relation order between sets
or subsequences. Furthermore, due to the large variability in the data series, is almost impossible to find equal
intervals. In this context, the concept of similarity is more applicable to the concept of equality, because the
query similarity, made specifically for this domain, returns the set of data objects that are similar to a query
object, resulting in better results than the search for equality.

2.2 Series Descriptors

In the literature there is a consolidation of the concept of descriptor for complex data. Some authors define a
descriptor as a tuple consisting of (εD,δD) [Torres and Falcão 2006], where: εD is responsible for character-
izing the object through feature extraction, and generating a vector component, which will be used to analyze
the data; and δD is responsible for comparing the feature vectors, giving the amount of similarity between the
query object and the function. However, according to the literature the term descriptor refers only to the func-
tion that generates the feature vector. In this work we use the term descriptor to refer to the feature vector and
the distance function.

Most descriptors are efficient in a given data domain, but they present loss of representativeness in other
domains. The main time series descriptors found in the literature are:

—Sequential Match - SM - also known as Brute-Force Solution, Sequential Matching or Sequential Scanning -
is cited in several works such as [Faloutsos et al. 1994] and [Keogh 1997], and is considered a trivial method
for similarity search in time series. It consists of dislocating a query sequence in all the series, calculating
the distance, usually using the L2 distance function between each point, and sequentially searching all pos-
sible subsequences belonging to the sequence that is possibly the most similar to the inserted query. This
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method presents good accuracy for similarity search. Yet, one of its main problems lies in the computational
complexity of its execution. This method’s complexity is O((m− n+ 1) ∗ n) [Keogh 1997], in which m is
the number of points of the queried series and n is the number of points existing in the query. Therefore, its
application becomes not viable for a series that presents a large amount of points;

—Discret Fourier transform - DFT - is a technique based on signal processing proposed by [Agrawal et al.
1993], in which a series can be expressed as a linear combination of harmonic solutions through a small
number of coefficients. Being a transformation that expresses a time series in terms of a linear combination
of sinusoidal basis, it is very efficient to determine the spectrum of a signal frequency, i.e., for determining
inflection points in the series. In these cases, the descriptor has satisfactory results. Nonetheless, to analyze
stationary time series, in which the value variation is small, the result obtained from the series’ representation
by DFT will also present a small variation, and this can make the series analysis difficult.

2.3 Association Rules

The process of Knowledge Discovery in Databases (KDD) aims to identify patterns in data sets representing
information that is valid, novel, potentially useful and ultimately understandable. The term data mining refers to
an extensive research field, that comprises a set of techniques that are part of a step in the process of knowledge
discovery in databases [Fayyad et al. 1996].

Knowledge is obtained by the extraction of new standards and rules that are implicit in large amounts of
information stored in the databases of organizations, through the application of specific techniques, according
to the type of knowledge to be mined. Mining techniques allow to make an early analysis of the events,
and to predict possible patterns, sequences, future trends and behaviors, associations, groups, classifications,
classification hierarchies, classifications, segmentations, thus facilitating the process of decision.

The knowledge extraction in databases is a process composed of several steps, starting basically with the
data collection for the problem at hand and ending with the interpretation and evaluation of results. According
to [Fayyad et al. 1996] and [Fayyad et al. 1996], this set consists of five steps: i) selection of data; ii) pre-
processing and data cleaning; iii) processing the data; iv) Data Mining; v) interpretation and evaluation of
results, where the step of data mining is subdivided into choosing activities or functions, choice of algorithms,
data preparation, knowledge extraction and post processing.

The process of mining association rules is to examine the data, looking for correlations between their sets of
items. I.e., an association rule shows how the presence of a set of items in the records of a database implies the
presence of some other set of distinct items in the same records [Agrawal and Srikant 1994]. In short, the goal
of the Association Rules algorithm is to find trends that aim to understand and predict behavior patterns of the
data.

Mining associations in a database can generate a multitude of rules where some of them may not be inter-
esting due to the low frequency of the data. For that, two factors are used to aid the extraction process rules:
support and confidence. These measures are used to eliminate rules that do not appear so often, and the rules
that have no statistical power [Agrawal and Srikant 1994]. Support is defined as the percentage of records in
the database that have the association rule in question, and confidence indicates the degree of accuracy of the
rule.

The mining association rules was first proposed by [Agrawal et al. 1993] and is based on considering the
database as a set of items which form a collection of transactions. An association rule is an implication of the
type antecedent→ consequent, where the antecedent and consequent are separate parts that make up the rule.

Being I = (i1, i2, ..., in) a set of items in a database, an association rule is an implication X → Y , where
X ⊂ I,Y ⊂ I,X ∩Y = /0, being X and Y , the antecedent and the consequent respectively [Agrawal et al. 1993].

The process of extracting knowledge from association rules in complex data presents greater difficulty than
the traditional process [Ferreira et al. 2010]. This statement can be extended to time series, because first it is
necessary to find similar objects, and in addition association rules basically count the frequency of a certain
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object in the database. However, when working with series, even after applying a descriptor, it usually does
not present the same data, which creates a great difficulty on getting the list of the similar objects. One way
to solve this is to group the objects so that they can include them in a particular class, in order to obtain the
frequency of a given set and infer association rules between them. This technique is known as discretization
of the data. The first solution has been proposed by [Srikant and Agrawal 1996], where the data is analyzed
at intervals of numerical values (being in ranges of numerical values), or categorical values (that represent the
range). However, this technique presents a very slow discretization, and the number of generated rules tends to
grow rapidly [Ribeiro 2008].

3. PROPOSED METHOD

The process of time series mining, with the intention of obtain association rules, presents as difficulty to find
the intrinsic patterns of time series. Looking forward to obtain a solution to this problem, we propose a system
composed by modules that work in a harmony and in a sequential manner, receiving as input the time series to
mine and the subsequences of interest, defined by the specialist user. The system provides, as an output, the
association rules found.

The proposed method uses in one of its modules a descriptor based in the Coulomb’s Law [de Andrade and
Ribeiro 2014] for the dimensionality reduction of the data, and to obtain the similar subsequences. Coulomb’s
law establishes the mathematical relationship between the charges of two or more bodies and their electrical
force output by calculating the existing interaction forces (attraction and repulsion) in these charges. The prin-
ciples of Coulomb’s law can be expressed as follows: i) the intensity of the electric force is directly proportional
to the product of the electric charges; and ii) the intensity of the electric force is inversely proportional to the
square of the distance between the bodies. This descriptor for similarity search in time series considers the ob-
servations of the time series as point charges with q constant charge values. Those are located in the coordinate
plane formed by the series index and by the value of the observation. Since calculating the distance between
the charges is necessary in order to ascertain the interaction between them, we take a Cartesian plane formed
by the time series index (x-axis) and the value of the observations (y-axis). Thus, it is possible to calculate the
distance between the charges for the calculation of forces. Furthermore, a dummy point charge of charge q is
inserted into the centroid, composed of the sets of observations that make up the search ranges. This charge
is aimed at providing an optimal representation of the range because, in addition to its being located at the
geometric center of the range, it is used to calculate the interaction between itself and the other charges, thus
generating the resultant force that represents the range.

The use of this descriptor is justified by its satisfactory performance on the similarity search of time series and
its execution performance. Besides, another module is used to prepare the data obtained by the descriptor for
the mining process, labeling and putting the data in the necessary format to be used by the module responsible
for the rules generation, and to obtain other important informations.

In the Figure 1 is illustrated the interaction between the modules, and how the data flow is done inside the
method. The main steps for the association rules mining using the Coulomb’s descriptors are: selection and
cleaning of data; reduction of the data volume; selection of the data mining algorithm; and the knowledge
evaluation.

The description of the component modules of the proposed method are present as follows:

—Input phase: this phase is the beginning of the association rules mining, and it consists on obtaining all the
inputs that will be used by the method. It is divided into two distinct modules:
—Data from time series: the informations of this module are passed to the data series in question. The

method supports the inclusion of one or more series of the form Y = (x1,x2, ...,xn) and their respective
indexes without size limits.

—User’s preferences: this module is responsible for assisting the expert in making decisions on relevant
aspects that will be examined by the other modules. Once the series are entered into the system, this
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Fig. 1: Diagram showing the interaction between the models to mine association rules from time series.

module provides a graphical view of the time series to assist the user in the process of choosing subse-
quences of the series that are interesting to form the patterns used in the data mining. These informations
are informed by the user to the system, which stores and passes them to the other modules. Besides this,
the user informs the system the query similarity limit that should be used in the range query.

—Processing phase: in this phase the processing of data is performed. The component modules of this phase
are:
—Coulomb’s Descriptor: this module is responsible for dimensionality reduction of the inserted series,

the location of similar subsequences until the limiting informed by the user. In this module the series
are processed by the Coulomb’s descriptor and the subsequences are represented by a feature vector.
Furthermore, there is the calculation performed by the similarity distance function. The subsequences are
sorted in ascending order and are transferred to the next module.

—Labeling: this module is responsible for preparing the data that will be used as input to the algorithm Apri-
ori [Agrawal and Srikant 1994]. It performs the union between the patterns entered by the user and similar
subsequences found by the Coulomb’s descriptor, using the necessary textual format for processing. In
addition, it stores the indexes of substrings similar to a later calculation repetition frequency.

—Apriori Algorithm: this module is responsible for counting frequent itemsets in the transactions using
the algorithm. The Apriori algorithm takes as input a text file created in the previous module, and returns
the frequent itemsets.

—Association Rules: this module is responsible for the generation of association rules. The itemsets are
received and analyzed to verify the ones that are more frequent, according to the indicators of support and
confidence informed. In addition, this module, after the generation of the rules, is also responsible for
drawing up the statistics of frequency of repetition and present it to the expert.

—Output phase: at this stage the results are displayed to the user. The module component of this phase is:
—Results: this module is responsible for presenting the association rules and the frequency of occurrence of

each rule to the user. The rules are displayed in the format "consequent→ antecedent, support, confidence
and repetition".

In the selection and cleaning of data the time series are selected and adequate to the proper format, required
by the method: {index−→ observation}, where the index is the time that the observation was obtained. Besides,
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the data are verified, searching for inconsistency or incorrect data. Another important factor is that the time
series can contain failures that need to be filled, in order to avoid distortions in relation with other series. For
the execution of the method it was stipulated the these failures will be filled with value +∞ or discarded, in
case of a big failure.

To reduce the data volume the Coulomb’s descriptor is used in order to reduce the data dimensionality and
to find similar intervals. In this step, on the contrary of other data mining processes, the domain specialist
has great importance. After choosing the time series, according to the specialist interest, he or she need to
choose the subsequences of the time series that are interesting for the analysis, and consequently for the rules
generation. With this, the Coulomb’s descriptor begins the search the subsequences that have more similarity
to the informed intervals until a given threshold, informed by the specialist, is achieved. The intervals are then
labeled to become compatible with the input patter of the data mining algorithm. Additionally, the time indexes
that composes the subsequences are stored to be used later in the repetition frequency computation.

The data mining and pattern extraction algorithm selected is the Apriori [Agrawal and Srikant 1994].
The version of the algorithm used to generate the association rules requires as inputs the values of support
and confidence, which can be defined by the specialist. If these parameters are not provided, the algorithm
shows all the possibilities of rules and the correspondent support and confidence. In this step the association
rules are generated, but still in the labeled format, according to the previous result. Therefore, the next step
of the method is to translate the obtained results of the data mining in order to present them to the user in a
rule format. Besides, the results are presented in a graphic way, allowing the visualization of the results in an
intelligible and easy manner.

In this step there are also some statistical computations that provide to the specialist additional information
that the Apriori algorithm does not provides in its original conception, and that are important for the knowledge
extraction in time series. Some examples of such statistics are the repetition frequency of a given pattern, and
the quantity of occurrences of a given patter in the series.

The knowledge evaluation is a very important step in the data mining process, in which the extracted rules
are evaluated and interpreted. Thereby, it is possible to verify the validity of the obtained rules, verifying if
there was a discovery of knowledge that is new, useful and not trivial. Thus, is generated knowledge that
can be used for the decision making, or combined to the previous knowledge of domain and becoming more
comprehensible to the user.

4. EXPERIMENTAL RESULTS

To perform the experimental analysis, two time series were used: one containing average temperatures of
airports and the other containing minimum, maximum and the monthly precipitation index of cities from São
Paulo state. The series are described as follows:

—First dataset: time series of the monthly temperature of seven airports located in different states of the
United States, from 1939 to 2011. These data were obtained in KMNI Climate Explorer [CPC 2012]. In this
base, as search interest for the data mining step there were been selected subsequences from the time series
that present peaks or valley in temperature, related to winter or summer in the US.

—Second dataset: time series correspondent to the monthly minimum and maximum temperature and the
precipitation index from the cities Avaré, São Paulo and Presidente Prudente, located in São Paulo state,
Brazil. They were obtained in the Agrodatamine project [Agrodatamine 2013], from 1961 to 2010. In this
series, the subsequences of interest that were selected are the high periods of precipitation and temperature.

As an initial experiment, the data mining was performed using the first dataset, containing temperatures of
the Municipal Airport of Bismark, located in the north of the country, and from the New York airport, located
on the southeast of the country and with higher temperatures. In the airports, as subsequences of interest there
were selected high and low temperature periods.
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The data mining step showed the following results:

Rules generated:
• S0P1← S0P0 (32.2222, 100). Repetition: 11
• S0P0← S0P1 (32.2222, 100). Repetition: 11
• S1P1← S1P0 (17.7778, 100). Repetition: 12
• S1P0← S1P1 (17.7778, 100). Repetition: 12

Fig. 2: Rules generated for Airports’ database.

In witch S0 corresponds to the Bismark airport and S1 corresponds to the New York airport series. The pattern
P0 corresponds to the subsequence of low temperature of Bismarck’s, in the period between in 1939 and 1940.
The pattern P1 corresponds to the subsequence of high temperature of New York, in 1940.

Thus, the rule "S0P1← S0P0(32.2222,100). Repetition: 11" means that when occurs a temperature valley
in Bismark, it also occurs a peak in temperature in New York with confidence of 100% and support of 32.22%.
According to the obtained frequency, this patterns occurs in every 11 months. The other rules can be interpreted
in the same manner. Therefore, its verified the method efficiency to find valid association rules and with the
additional information of repetition given by the method, and validated by the specialist in meteorology. This
can affirm that the variation of one month between the climate stations is acceptable for series with monthly
temperatures.

The other experiment performed used the second dataset, with time series of maximum temperature and
precipitation index of São Paulo city. The subsequences of interest used in the analysis were: P0 for the
higher precipitation period, correspondent to the months from December/1962 to March/93; P1 for the period
correspondent to the high temperature periods, considering the months from December/62 to March/1963;
P2 for the period correspondent to low temperature of months June/1962 to September/1962; the series S0
correspond to time series of precipitation and S1 to the time series with the highest maximum temperature.

The obtained rules were:

Rules generated:
• S0P1← S0P0 (33.0645, 100). Repetition: 13
• S0P0← S0P1 (33.0645, 100). Repetition: 13
• S1P0← S1P1 S1P2 (12.9032, 100). Repetition: 48
• S1P2← S1P1 (12.9032, 100). Repetition: 48
• S1P1← S1P2 (12.9032, 100). Repetition: 48
• S0P2← S0P0 S0P1 (33.0645, 100). Repetition: 13
• S0P1← S0P0 S0P2 (33.0645, 100). Repetition: 13
• S0P0← S0P1 S0P2 (33.0645, 100). Repetition: 13

Fig. 3: Rules generated for Agrodatamine’s database.

Analyzing the rules it is possible to observe that when it rains, high temperature periods (periods corre-
sponding to the summer) also occurs, with confidence of 100% and support of 33.05%. This condition repeats
at each 13 months. The other rules can be interpreted in the same way. An interesting fact is the occurrence
of rules that present repetition at each 48 months. This rules, according to the specialist, occurred due to the
fact that the climate characteristics of 1962 present peculiarities, that occurs due to the influence of the El Niño
phenomenon, and these climate characteristics repeat at each 12 years.

Therefore, it is possible to validate the method of association rules mining for the non trivial knowledge
discovery in the existing times series.
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5. CONCLUSIONS

In this work, we propose a new method to obtain association rules in time series of meteorological domain.
This method can be used for one-dimensional or multidimensional time series, and it shows as differential the
possibility of obtaining association rules in time series through the help of a descriptor that uses similarity
queries to generate the itemsets, and can be used as input to the mining algorithm. Furthermore, the method
provides to specialists the rules generated in the mining process, and also the repetition frequency of the gen-
erated rules. Analyzing the obtained results in the experiments it is possible to verify the effectiveness of the
method by analyzing the generated rules that shows valid and nontrivial knowledge. Therefore analyzing the
repetition frequency is noted that the values are consistent with the occurrences. Thus, the present method is
valid for obtaining knowledge on time series. As future work, we intend to use a graphic representation for the
results, facilitating the expert in checking the obtained rules.
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